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Why Should | Care About Probability?

» Al is built on uncertainty: Models don’t give exact answers — they give
probabilities of outcomes

» Image classification: “This image is 95% likely a cat” — that's a probability!
» Spam filters: Your email uses Bayes' rule to decide if a message is spam or not

» Medical Al: Diagnosing diseases = computing P(disease | symptoms)

In one sentence: Probability is the language Al uses to reason about an uncertain
world.
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What Do We Want?

Modeling: Approximate reality with a simple (mathematical) model

> Experiment » Flip two coins
» Observation: a random outcome > for example, (H, H)
> All outcomes > {(H,H),(H,T),(T,H),(T,T)}

» OQur goal: Build up a probabilistic model for an experiment with random outcomes

» Probabilistic model?

P Assign a number to each outcome or a set of outcomes
» Mathematical description of an uncertain situation

» Which model is good or bad?
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Probabilistic Model

Goal: Build up a probabilistic model. Hmm... How?
The first thing: What are the elements of a probabilistic model?

Elements of Probabilistic Model

All outcomes of my interest: Sample Space ()

Assigned numbers to each outcome of Q: Probability Law P(-)

Question: What are the conditions of Q and P(-) under which their induced probability
model becomes " legitimate” ?
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Sample Space Q

The set of all outcomes of my interest

Mutually exclusive Toss a coin. What
Collectively exhaustive about this?
_ _ Q={H,T,HT}
At the right granularity (not too concrete, not too
abstract) Toss a coin. What
about this?
Q= {H}

(a) Just figuring out
prob. of Hor T.

*Q={H, T}

(b) The impact of
the weather (rain or
no rain) on the
coin’s behavior.
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Examples: Sample Space Q2

» Discrete case: Two rolls of a tetrahedral die » Continuous case:
Dropping a needle on a
-Q={(1,1),(1,2),...,(44)} plane
-Q={(x,y)€R?|0 <
4 x,y <1}
3 y
2
1
1 & ‘ 4 1 @
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Probability Law

Assign numbers to what? Each outcome?
What is the probability of dropping a needle at (0.5,0.5) over the 1 x 1 plane?
Assign numbers to each subset of Q: A subset of Q: an event

P(A): Probability of an event A.

» This is where probability meets set theory.
» Roll a dice. What is the probability of odd numbers?

P({1,3,5}), where {1,3,5} C Q is an event.

» Event space A: The collection of subsets of Q. For example, in the discrete case,
the power set of Q.

> Probability Space (€, A, P(-))

vvyYyy
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Random Variable: |dea

Random Variable X

» In reality, many outcomes are numerical, e.g., stock
price.

Sample Space
Q x
Real Number Line

(a)

» Even if not, very convenient if we map numerical values

to random outcomes, e.g., ‘0’ for male and ‘1’ for g -
female. ’
2 1 2 3 4
Real Number Line
1
1 2 3 4
Sample Space:
Pairs of Rolls

(b)
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Random Variable: More Formally

Mathematically, a random variable X is a function which maps from Q to R.
Notation. Random variable X, numerical value x.

Different random variables X, Y, etc. can be defined on the same sample space.
For a fixed value x, we can associate an event that a random variable X has the
value x, i.e., {w € Q| X(w) = x}

> Generally,

P(Xe€S)=P(X € S)=P(X1S)) =P{w e Q: X(w) € S})
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Conditioning: Motivating Example

> Pick a person a at random
- event A: a's age < 20
- event B: ais married

(Q1) What is the probability of A?
(Q2) What is the probability of A, given that B is true?
Clearly the above two should be different.

vwvyy

Question.How should | change my belief, given some additional information?

Need to build up a new theory, which we call conditional probability.
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Conditional Probability

» P(A| B): P(:|B) should be a new probability law.
» Definition. P(AN B)
def N

P(A|B) = ———

- Note that this is a definition, not a theorem.

, for P(B)>0.
» All other properties of the law P(-) are applied to the conditional law P(:|B).

» For example, for two disjoint events A and C,

P(AUC | B) =P(A| B) + P(C | B)
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Quick Recap: Probability Basics

|
What we just learned:

Sample space Q: all possible outcomes (mutually exclusive, collectively exhaustive)
Probability law P(-): assigns numbers to events (subsets of Q)
Random variable X: a function mapping outcomes to numbers

Conditional probability: P(A | B) = updated belief given new info

vVvYyyvyy

Next up: Discrete and continuous distributions, Bayes' rule
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Why Should | Care About Distributions?

> Modeling data: Every dataset has a distribution — understanding it lets us build
better models

» Neural network outputs: Softmax turns raw scores into a probability distribution
over classes

» Generative Al: Image generators (DALL-E, Stable Diffusion) learn to sample from
data distributions

» Training: Loss functions like cross-entropy directly compare predicted vs. true
distributions

|
In one sentence: Distributions describe data patterns — and Al models learn by
fitting distributions.
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Discrete Random Variables

» The values that a random variable X takes are discrete (i.e., finite or countably
infinite).

> Then, px(x) & P(X = x) € P({w € Q| X(w) = x}), which we call probability
mass function (PMF).

» Examples: Bernoulli, Uniform, Binomial, Poisson, Geometric
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Bernoulli X with parameter p € [0, 1]

» Only binary values

X — 0, wp2 1—p,
1, wp. p

In other words, px(0) =1 — p and px(1) = p from our PMF notation.

» Models a trial that results in binary results, e.g., success/failure, head/tail

» Very useful for an indicator rv of an event A. Define a rv 1A as:

1A — 1, ionc.curs,
0, otherwise

*with probability
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Uniform X with parameter a, b

> integers a, b, where a < b
» Choose a number of Q = {a,a+1,..., b} uniformly at random.

px ()

------

a+1 b xT

» Models complete ignorance (I don't know anything about X)
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Binomial X with parameter n, p

» Models the number of successes in a
given number of independent trials

» n independent trials, where one trial
has the success probability p.

px(k) = (Z) p(1—p)"* -
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Poisson X with parameter A

» Binomial(n, p): Models the number of successes in a given number of
independent trials with success probability p.

» Very large n and very small p, such that np = X

)\k
px(k)=e " k=0,1,...
k!
> [s this a legitimate PMF?
- MK 22N
der=e ( —I—/\—|—+...)—e_/\e’\—1
k! 31
k=0
» Prove this:
lim px(k) = (7 )(\/n)k(1 — A/n)"k = e—AA—k
oo X k k!
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Geometric X with parameter p

» Experiment: infinitely many

. . px (k) —1/3
independent Bernoulli trials, where =1/
each trial has success probability p

» Random variable: number of trials | | I
until the first success. 12 3 4 5| 1 =

» Models waiting times until something
happens.

px(k)=(1-p)'p
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Joint PMF (Definition)

» Joint PMF. For two random variables X, Y, consider two
events {X = x} and {Y =y}, and

def

pxy(xy) = PAX=x}n{Y =y})

> Zx Zpr,Y(X7y) =1
» Marginal PMF.

px(X) = ZPX,Y(Xay)a
py(y) = ZPX,Y(XaY)

(© Dr. Mohammed Alnemari
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Joint PMF (Example)

Example.

y A

px.v(1,3) = 2/20
4 11/20 | 220 |2/20

3 |2/20 | 4720 |1/20 |2/20 px(4) = 2/20 +1/20 = 3/20
2 1/20 | 3/20 {1/20
P(X = Y) =1/20 + 4/20 + 3/20 = 8/20
1 120
1 2 3 a4 X
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Conditional PMF (Definition)

» Conditional PMF

f P. X,
px|y(x]y) L X =xY=y)= P,y (%,¥) 4 | 1120 | 2120 |2120
py(y)

3 |2/20 (4120 |1/20 |2/20
for y such that py(y) > 0.

2
> > pxy(xly) =1 1720 | 3120|120

Multiplication rule.

v

1 1720

px,v (%, ¥) = Py (¥)px|v (x]y) 3 & 8 =
= PX(X)PY\X(Y|X)

v

px,v,z(x,¥,2) = px(x)py|x (¥[¥)pz|x,v (2]x, ¥)
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Conditional PMF (Example)

y px|v(212) = 1+3+1

4 11/20 |2120 |2120 pxv(312) = 1131
EX|Y =3 =1(2/9) +2(4/9) +3(1/9) +4(2/9)?

3 |2/20 |4/20 |1/20 (2720

‘EX|Y = y = weighted average of X using the
conditional PMF; formal definition in Section 4.
2 1/20 | 3/20 |1/20

1 1720

(=]

w

-9
=Y
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Continuous RV and Probability Density Function (PDF)

- Many cases when random variable have “continuous values”, e.g., velocity of a car

Continuous Random Variable
A rv X is continuous if 3 a function fx, called probability density function (PDF), s.t.

P(X € B) = AAfx(x)dx
- All of the concepts and methods (expectation, Fs, and conditioning) for discrete rvs have

continuous counterparts

oy
rx(z)

PDF fx(x)

il | | | Pla<X <b) —

[

> Pla< X <b)
e e e
PxX) = 5 2 PXX) = > f(x) >0, [ fx(x)dx =1

la b
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PDF and Examples

Examples
A PDF fy(x)

\

6 Ix(@) ‘ -

X X+39

> Pla< X <a+d)= fx(a) 0
» P(X=a)=0
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Cumulative Distribution Function (CDF)

» Discrete: PMF, Continuous: PDF

» Can we describe all rvs with a single mathematical
concept?

Fx(x) =P(X <x) =

> k<x Px(k), discrete
J7 fx(t)dt, continuous

» Always well defined for any rv

» CCDF: P(X > x)

(© Dr. Mohammed Alnemari
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. —
9 x O X
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CDF Properties

» Non-decreasing
> Fx(x) tends to 1, as x — oo
» Fx(x) tends to 0, as x — —o0
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Exponential RV with parameter A > 0: exp(\)

» A rv X is called exponential with A, if

{)\eAX, x>0

fx(x) = or Fx(x)=1—e ™

0, x <0
> Models a waiting time
» CCDF P(X > x) = e~ (waiting time decays exponentially)
> EX =1/, EX2 =2/)2 Var(X) = 1/)?5

» (Q) What is the discrete rv which mod ’
fx(z) fx(z)

A small A large A

ol T 0| T

*EX = mean (average value); Var(X) = variance (spread); formally defined in Section 4.
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Continuous: Joint PDF and CDF (1)

Jointly Continuous

Two continuous rvs are jointly continuous if a non-negative function fx y(x, y)
(called joint PDF) satisfies: for every subset B of the two dimensional plane,

P((X,Y) € B) = / / Sl lsbaly
(x,y)eB

The joint PDF is used to calculate probabilities

P V)€ B) = [[  fevlxy)dy
(x,y)eB
Our particular interest: B ={(x,y)|a<x<b,c <y <d}
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Continuous: Joint PDF and CDF (2)

2. The marginal PDFs of X and Y are from the joint PDF as:

fx(x) = / fx,y(x,y)dy, fy(y)= / fx, v (x, y)dx
3. The joint CDF is defined by Fx y(x,y) =P(X < x,Y <), and determines the
joint PDF as:

0%F
ey (xy) = 5507 (60)

4. A function g(X,Y) of X and Y defines a new random variable, and

Eg(X, Y)=/ / g(x,y)fx,v(x,y)dxdy
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Continuous: Conditional PDF given a RV

> pxjy(xly) = 2 )

y

» Similarly, for fy(y) >0,

fX,Y(Xay)
fv(y)

» Remember: For a fixed event A, P(:|A) is a legitimate probability law.

fX|Y(X‘Y) =

> Similarly, For a fixed y, fx|y(x|y) is a legitimate PDF, since

=1

o0 f_oooo fx v (x,y)dx
/Oo fX\Y(X|y)dX - fy(y)
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Sum Rule and Product Rule

» Sum Rule

px,y(x, if discrete
px(x) = { vey Prvoy) it diser
fyey fx v(x,y)dy if continuous

> Generally, for X = (X1, Xa,...,Xp),

PX,-(Xi):/PX(Xlw--7Xi7~-~,XD)dx—i

» Computationally challenging, because of high-dimensional sums or integrals
» Product Rule

px,y(x,y) = px(x) - py|x(y|x)
joint dist. = marginal of the first x conditional dist. of the second given the first

> Same as py(y) - px|v(x]y)
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Bayes' Rule

» X: state/cause/original value — Y result/resulting action/noisy measurement
» Model: P(X) (prior) and P(Y|X) (cause — result)
» Inference: P(X|Y)?

px,y (%, ¥) = px(xX)py|x(v]x) fx,y(x,¥) = fx(X)fy x(y|x)
= py(y)px|v (x]y) = fy(y)fx v (xly)
~ px(X)pyix(y[x) I () fyx(ylx)
px|y(xly) = v (y) fxiy (xly) = TRy

ZPX )Py x(y]x") fy(y) = /fx(X/)fy|x(YIX/)dX
likelihood ~ prior

———
Py x(y[x) px(x)

Px|y (X‘ ) py (y)
——
posterior LV

evidence
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Bayes' Rule for Mixed Case

K: discrete, Y: continuous

» Inference of K given Y » Inference of Y given K
pr (k) fy ik (ylk) fv (y)pkv (kly)
kly) = fi k) =
pK\Y( ‘y) fY()/) Y\K(y| ) PK(k)
ZPK )fyik(v[K) pK(k)Z/fv(y’)pxy(ky’)dy’
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Quick Recap: Distributions and Bayes

|
What we just learned:

PMF (discrete) and PDF (continuous) describe how probability is spread
Joint, marginal, conditional — three views of multi-variable distributions
Sum rule: marginalize out variables you don't care about

Product rule: joint = marginal x conditional

Bayes' rule: posterior o< likelihood x prior

vVvvyVvVvyy

Next up: Independence, covariance, and the Gaussian distribution
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Independence

» Occurrence of A provides no new information about B. Thus, knowledge about A
does not change my belief about B.

P(B|A) = P(B)

> Using P(B|A) = P(BN A) /P(A),

Independence of A and B,

P(AN B) = P(A) x P(B)

» Q1. A and B disjoint x A 1L B?
No. Actually, really dependent, because if you know that A occurred, then, we
know that B did not occur.

> Q2. If A1L B, then A 1l B€? Yes.
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Conditional Independence

» Remember: for a probability law P(-), given, say B, P(:|B) is a new probability
law.

» Thus, we can talk about independence under P(:|B).

» Given that C occurs, occurrence of A provides no new information about B.

P(B|AN C) = P(B|C)

Conditional Independence of A and B given C,

P(AN B|C) = P(A|C) x B(B|C)

» QL. If AL B, then A Il B|C? Suppose that A and B are independent. If you
heard that C occurred, A and B are still independent?

> Q2. If A1 B|C, Al B?
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Al B— Al B|C?

» Two independent coin tosses

» Hy: 1st toss is a head
» H,: 2nd toss is a head
> D: two tosses have different results.

> P(H|D) =1/2, P(H:|D) = 1/2
> P(HlﬂH2|D) =0,
> No.
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Al B|C — Al B?

» Two coins: Blue and Red. Choose one uniformly at random, and
proceed with two independent tosses.

» P(head of blue) = 0.9 and P(head of red) = 0.1
H;: i-th toss is head, and B: blue is selected.

| Hl AL H2|B? Yes

P(Hy N Hy|B) = 0.9 x 0.9, P(Hy|B)P(Ho|B) = 0.9 x 0.9

> Hl AL HQ? No
P(H;) = P(B) B(Hi|B) + B(B) P(H,|B°)

1 1 1
= 50.9 + 50.1 =3

P(H,) = P(H,) (because of symmetry)
P(Hy N Hy) =P(B)P(Hy N Hy|B) +P(B) P(Hy N Ha| BY)

1 1
(0.9 x 0.9) + 5(0.1x 0.1) # 5

N =
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Independence for Random Variables

» Two rvs

P{X =x}n{Y =y})=PX=x)-P(Y =y), forall x,y
px.y (%, y) = px(x) - py(¥)

PU{X =x}n{Y =y} C)=P(X =x|C) -P(Y =y|C), forall x,y
px.vic(x,¥) = px|c(x) - py|c(y)

» Notation: X L Y (independence), X 1L Y | Z (conditional independence)
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Expectation /Variance

» Expectation Properties
> EaX 4+ bY +c =
EX = ZXPX(X), EX = /);Xfx(X)dX aEX+bEY+C
. » Var(aX + b) =
» Variance, Standard deviation a® Var(X)

- Measures how much the spread of PMF/PDF is > Var(X +Y) =
Var(X) + Var(Y)
it X 1LY

Var(X) = E(X — u)? (generally not
ox = y/Var(X) equal)
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Covariance

» Goal: Given two rvs X and Y, quantify the degree of their dependence

» Dependent: Positive (If X 1, Y 1) or Negative (If X 1, Y |)
» Simple case: EX =pux =0and EY =puy =0

» What about EXY? Seems good. y © Y

> EXY =EXEY = 0 when
XLy

> More data points (thus & S . . i B
increases) when xy > 0 (both ' ot
positive or negative)

E[XY] E [Xyi o
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What If [15% 7& 0,y 7& 07

» Solution: Centering. X - X —ux and Y = Y — puy
Cov(X,Y)=E[(X —EX)-(Y —EY)]

> After some algebra, Cov(X, Y) =EXY —EXEY

> X UL Y % Cov(X,Y) =0

> Cov(X,Y)=0x X 1L Y? NO.

» When Cov(X, Y) =0, we say that X and Y are uncorrelated.
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Example: Cov(X, Y) = 0, but not independent

> px,v(1,0) = px,v(0,1) = px,v(=1,0) = px,y(0,-1) = 1/4.
» EX=EY =0, and EXY = 0. So, Cov(X,Y)=0
> Are they independent? No, because if X = 1, then we should have Y = 0.

y A

¢ (0,1)

0) (10) =

e

® (0-1)

(© Dr. Mohammed Alnemari 47 / 110



Properties of Covariance

» Cov with itself = Variance:

Cov(X, X) = Var(X)

» Scaling and shifting: constants factor out; adding b does not change covariance

Cov(aX + b,Y) =a- Cov(X,Y)

» Distributes over addition:

Cov(X,Y 4+ Z) = Cov(X, Y) + Cov(X, Z)

» Variance of a sum: the +2 Cov(X, Y') term captures correlation!

Var(X + Y) = Var(X) + Var(Y) + 2 Cov(X, Y)
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Correlation Coefficient: Bounded Dimensionless Metric

» Always bounded by some numbers, e.g., [—1,1]

» Dimensionless metric. How? Normalization, but by what?

Correlation Coefficient

o(X, y):E[(X_HX)‘ Y_,U«Y:| _ Cov(X,Y)

TXx oy Var(X) Var(Y)

> —1<p<l1
» |p| =1% X —pux =c(Y — py) (linear relation, VERY related)
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X1
Extension to Random Vectors X = :
Xn
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Expectation, Covariance, Variance

E[X1]
> BX] = |
E[X,]

» Covariance of X € R"” and Y € R"
Cov(X,Y) =E [XYT] —E[X]E[Y]T € R™™
» Variance of X: Var(X) = Cov(X, X) € R™" often denoted by Xx (or simply X):

COV(Xl, Xl) COV(Xl, X2) s COV()(:[7 Xn)
Tx & Var(X) = : - : :

Cov(Xn, X1) Cov(Xpn, X2) ---  Cov(Xy, Xn)

» We call Xx covariance matrix of X.
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Data Matrix and Data Covariance Matrix

» N: number of samples, D: number of measurements (or original features)

» iid dataset X = {x1,...,xy} whose mean is O (well-centered), where each
x; € RP, and its corresponding data matrix

X1 ot XN
X:(xl XN): GRDXN
Xp1 -+ XDN
» (data) covariance matrix L10(1)
1 1
S = NxxT = N;xnx;r € RP*P
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Covariance Matrix and Data Covariance Matrix

» Question.Relation between covariance matrix and data covariance matrix?

» Covariance matrix for a random vector Y = (Y1,..., Yp)',
COV( Yl, Yl) COV(Yl, Yg) e COV( Yl, YD)
Ty = : : :
COV( YD, Yl) COV( YD, Yz) s COV( YD, YD)

» Data covariance matrix S € RPxDP
» Each Y; has N samples (xi1 -+ Xin)

N
1
Sij=Cov(Yi,Y)) = 5D %Xk Xk
k=1

= average covariance (over samples) btwn features /i and j
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For two random vectors X, Y € R",
> E[X + Y] = E[X] + E[Y] € R”
» Var(X +Y) = Var(X) + Var(Y) + Cov(X,Y) + Cov(Y,X) (equals
Var(X) + Var(Y) if X 1L Y)

> Assume Y = AX + b.
> E[Y] =AE[X]+b
» Var(Y) = Var(AX) = A Var(X) AT
> Cov(X,Y) = XxAT (Please prove)
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Why Should | Care About Gaussians?

> Most common distribution in ML: Weight initialization, noise modeling, latent
spaces — all Gaussian

» Central Limit Theorem: Averages of many random things tend to be Gaussian —
nature loves the bell curve!

» Analytical tractability: Gaussians have closed-form marginals, conditionals, and
products

» Variational Autoencoders (VAEs): The latent space is Gaussian: z ~ A(0, 1)

|
In one sentence: The Gaussian is the Swiss Army knife of probability — simple,
powerful, and everywhere in Al.
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Normal (also called Gaussian) Random Variable

» Why important?
» Central limit theorem
- One of the most remarkable findings in the probability theory
» Convenient analytical properties
» Modeling aggregate noise with many small, independent noise terms

» Standard Normal N(0,1) » General Normal N (i, 0?)
1 o 1 2 /5,52
x(x) = e x/2 flx) = —— a—(x—p)?/20
(9 V2nm x(x) oV2m
> EX =0 > EX =4
> Var(X) =1 > Var(X) = o2
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Gaussian Random Vector

E[X1]
> X = (Xg, Xz, ,X,)" with the mean vector pu = : and the covariance
E[Xn]
matrix X.
» A Gaussian random vector X = (X1, X2,---, X,,)" has a joint pdf of the form:

fulx) = lx o w)TE m) ,

1
V(2m)" E| ( 2
where X is symmetric and positive definite.
» We write X ~ N(p, X), or px(x) = N(x | u, X).
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Power of Gaussian Random Vectors

Marginals of Gaussians are Gaussians

Conditionals of Gaussians are Gaussians

>

>

» Products of Gaussian densities are Gaussians.

> A sum of two Gaussians is Gaussian if they are independent
>

Any linear/affine transformation of a Gaussian is Gaussian.
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Marginals and Conditionals of Gaussians

> X and Y are Gaussians with mean vectors py and iy, respectively.

» Gaussian random vector Z = <¢> with o = <Zx> and the covariance matrix
Y
Y, = (ZX zXY) , where Xxy = Cov(X,Y).
Tyx Xy

- Marginal.

u(x) = / iy (.¥)dy ~ N (jix Zx)

(a) Bivariate Gaussian.

- Conditional.
XY ~N(pxyy, Zxv),

12{ — pl@ilm=-1)
% Mean
— 20

pxyy = px + Exy (Y — py)
Txv = Ix — Ixy Iy Tyx

-5 -10 05 00 05 10 15 -5 -10 -05 00 05 10 15
N EX

(b) Marginal distribution. () Conditional distribution.
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Product of Two Gaussian Densities

» Lemma. Up to rescaling, the pdf of the form exp(—%(ax2 — 2bx + c)) is
b 1
(2.
» Using the above Lemma, the product of two Gaussians N (ug, o) and N (i1, 1)
is Gaussian up to rescaling.

Proof.

exp (—(x — 110)?/2v0) % exp (—(x — u1)2/201)

1 1 1
= exp [— < — + —>x2 — 2<@ + ﬂ)x—i— c)]
2 v W 1270 41

=V

1 1o 12 ) oM
1% —+ v 141%

vo L+ v N vo+rm ot
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Product of Two Gaussian Densities for Random Vectors

» Similar results for the matrix version.

» The product of the densities of two Gaussian vectors N (g, £o) and N (4, X1)
is Gaussian up to rescaling.

» The resulting Gaussian is given by:
N<21(zo +31) o+ Zo(Zo+ Z1) g, (X + 21)_120)

Compare the above to this:

N vipo +vop1 Vo1
vo+11 g+
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Formula: Conditional and Marginal Gaussians

Reference card: All marginal and conditional formulas for the block-partitioned Gaussian in one
place. Use this as a cheat sheet!

If we have a marginai Gaussian distribution for x and a conditional Gaussian
distribution for y given X in the form

p(x) = N(xlp,A™Y (B42)
plylx) = N(y|Ax+b,L7) (B43)
then the marginal distribution of y, and the conditional distribution of x given y, are
given by

ply) = N(ylAp+b, L'+ AAT'AT) (B44)
p(xly) = N|Z{ATL(y - b) + Au}, %) (B.43)

where )
¥ =(A+ATLA). (B.46)

If we have a joint Gaussian distribution A (x|, ) with A = £~ and we
define the following partitions

_ (% _ (Ha
x= (Xb) . om= (“b) (B4T)

_ (e B _ (Bee A
2‘(2“ zbh)' A‘(AM Aou) B48)
then the conditional distribution p(x,|x5) is given by
p(xalxs) = N(x|btaps Ass) (B49)
Bap = Ha— Az Aa (s — ) (B50)

and the marginal distribution p(x,) is given by
P(xa) = N (Xal ry; Bia)- (B51)

®Source: Pattern Recognition and Machine Learning, Springer by Christopher M. Bishop
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Sum of Independent Gaussians

> XNN(Hx,ZX) and YNN([Jy,ZY), X1UY
= aX + bY ~ N(aux + by, a*Zx + b*Zy)

» Note: Independence is required. If X and Y are dependent, cross-covariance terms
appear.

(© Dr. Mohammed Alnemari 64 / 110



Mixture of Two Gaussian Densities

= Sum of Gaussians! A mixture combines PDFs with weights; a sum adds the random
variables themselves.

» f1(x) is the density of N'(u1,0%) and f(x) is the density of N(ji2,03)

» Question.What are the mean and the variance of the random variable Z which
has the following density f(x)?

f(x) = afi(x) + (1 — a)fa(x)

Answer:

E[Z] = apn + (1 = a)pe
Var(2) = (ao? + (1= )o3) + (lapd + (1 = a)y] - lopm + (1 = a)pia]?)
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Linear Transformation

» Linear transformation® preserves normality

Linear transformation of Normal

If X ~ N (p,0?), then for a# 0 and b, Y = aX + b ~ N(au + b, a%0?).

» Thus, every normal rv can be standardized:
If X ~ N (1,0°), then Y = 1 ~ N/(0,1)

> Thus, we can make the table which records the following CDF values:

Oy) =P(Y <y)=PB(Y <y) = \/%/_y P2y

SStrictly speaking, this is affine transformation.
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Linear Transformation for Random Vectors

> X~ N(p X)
> Y = AX + b, where X €R", Y,b € R™, and A € R™*"
— Y ~N(Ap+b,AZAT)
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(1) Construction of a Probability Space

(2) Discrete and Continuous Probabilities

(3) Sum Rule, Product Rule, and Bayes’ Theorem
(4) Summary Statistics and Independence

(5) Gaussian Distribution

(6) Conjugacy and the Exponential Family

(7) Change of Variables/Inverse Transform
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Conjugate Prior: Motivation

» Bayesian Inference
likelihood prior
/\\

——
p(D | 9) p(0)

p(0| D)=
&0 =" 0)
posterior S~~~

evidence

» The forms of likelihood and prior come from a model.

» Question.Given a form of likelihood, how can | choose a prior such that the
resulting posterior has the same form as the prior?
» Such prior is called conjugate prior (to the given likelihood)
» Pros: Algebraic calculation of posterior and even analytical description is often
possible.
» Cons: A restricted form of prior, which may lead to distorted understanding about
data interpretation.
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Conjugate Priors: Definition and Examples

» Definition.A prior is conjugate for the likelihood function if the posterior is of the

same form/type as the prior.

P Representative conjugate priors

(© Dr. Mohammed Alnemari

’ Likelihood Prior Posterior
Poisson Gamma Gamma
Bernoulli Beta Beta
Binomial Beta Beta
Normal Normal/inverse Gamma | Normal/inverse Gamma
Normal Normal/inverse Wishart | Normal/inverse Wishart

Exponential Gamma Gamma
Multinomial Dirichlet Dirichlet
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Beta Distribution

Beta distribution

A continuous rv © follows a beta distribution with integer parameters «, 5 > 0, if

a—1 B—1
£ B(QBG (1-6)°1 0<6<1,
0(0) = .
0, otherwise,

where B(a, ), called Beta function, is a normalizing constant, given by

! o — H — :
B(Oé,ﬂ) _ /3 90471(1 _ o)ﬂflde _ ( (a i)'ﬁ(ﬁ_ 1)::-)'

» Beta distribution models a continuous random variable over a finite interval [0, 1].
» A special case of Beta(1,1) is Uniform[0, 1]
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Example: Beta-Binomial Conjugacy

> Assume that the parameter © ~ Beta(a, 3) (prior): p(#) o 71(1 — §)5~1
N
» 0~ © and X ~ Bin(N,0). Thus, p(x | 0) = <X>9X(1 — )N (likelihood)
» Posterior o (likelihood) x (prior)
N
p(f | x = h) x <h>eh(1 — NP po1(1 — )Pt

_ 9h+a71(1 _ 0)(th)+ﬁfl
~ Beta(h+a, N — h+ f3)
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Sufficient Statistics

> A statistic of a random variable X is a deterministic function of X.

> Example.For X = (X1 Xo ... X,,)T , the sample mean
T(X) = 4&(X1+ -+ Xn) is a statistic.

» Question.Does a statistic contain all the information for the inference from data?
(e.g., the parameter estimation of a distribution based on data)

» Sufficient statistics: carry all the information for the inference

» Definition.A statistic T = T(X) is said to be sufficient for X with its pdf or pmf

px(x; 0),” if the conditional distribution of X given T(X) = t is independent of
for all t.

"The parameter can be a vector, but we do not use 8 for simplicity.
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Poisson Example

> Xi, Xo: independent Poisson variables with common parameter A which is the
expectation.

» Claim. T(X) = X1 + Xz is a sufficient statistic for inference of .
» Joint distribution

\xatxe _ox
]P)(Xl, X2) =

x1!x0!

» Conditional dist. of Xj given X1 + Xo =t

-1
1 1
PlalXi + X = t) = x!(t — xq)! <Z;—o y'(tl—y)'>

» Independent of A\ = T is a sufficient statistic.
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Fisher-Neyman Factorization Theorem

Factorization Theorem

A necessary and sufficient condition for a statistic T to be sufficient for X with its pdf
or pmf px(x; 6) is that there exist non-negative functions gy and h such that

px(x; 0) = go( T (x))h(x).

» Example.Continuing the Poisson example, suppose that Xi, ..., X, are iid
according to a Poisson distribution with parameter A\. Then, with
X=(Xg,...,Xn),

P(X € x1,..., %) = A=%e ™/ T](x!)
> T(X)=>_X;is a sufficient statistic.
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Exponential Family: Motivation

Three levels of abstraction when we use a distribution to model a random
phenomenon

L1. Fix a particular named distribution with fixed parameters
» Example.Use a Gaussian with zero mean and unit variance, N'(0, 1)
Use a parametric distribution and infer the parameters from data

> Example.Use a Gaussian with unknown mean and variance, (i1, 02), and infer
(u,0?) from data

L2.

L3. Consider a family of distributions which satisfy “nice” properties
» Example.Exponential family
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Exponential Family: Definition

|
An exponential family is a family of probability distributions, parameterized by 6 € RP,
has the form

px(x; 8) = h(x) exp ((9, T(x)) A(a)),

where X € R” and T(x) : R” — RP is a vector of sufficient statistics.
» Nothing but a particular form of gg(-) in the F-N factorization theorem

(6, T(x)) is an inner product, e.g., the standard dot product.
Essentially, it is of the form: px(x; ) o< exp(0 ' T(x))

A(0): normalization constant, called log-partition function.
Why Useful?

» Parametric form of conjugate priors (see pp. 190 in the text), offering sufficient
statistics, etc.

>
|
>
>
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» Gaussian as exponential family, a random variable X ~ N(p, o2).

£z
> Let T(x) = (;2) and 6 = (Zl) = ( 7 )
2 37

(x| 6) ox exp (87 T(x)) = exp (“X - ,;U) o (Z;(X . u)2>

o2
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(1) Construction of a Probability Space

(2) Discrete and Continuous Probabilities

(3) Sum Rule, Product Rule, and Bayes’ Theorem
(4) Summary Statistics and Independence

(5) Gaussian Distribution

(6) Conjugacy and the Exponential Family

(7) Change of Variables/Inverse Transform
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Knowing Distributions of Functions of RVs

> If X ~ N(0,1), what is the distribution of Y = X?7?
> If X1, Xo ~ N(0,1), what is the distribution of ¥ = (X1 + X)?

> Two techniques

» CDF-based technique
» Change-of-Variable technique

» In this lecture note, we focus on the case of univariate random variables for
simplicity.
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CDF-based Technique

S1. Find the CDF: Fy(y) =P(Y <y)
S2. Differentiate the CDF to get the pdf fy(y): fy(y) = d%Fy(y)

» Example.fx(x) = 3x2, 0 < x < 1. What is the pdf of ¥ = X??
Fr(y) =P(Y <) = P(X* < y) =B(X < \/y) = Fx(vY)
V. ,
_/ 3tdt =y2, 0<y<1
0

3

d
fY(Y):@FY(Y):iﬁa 0<y<1
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How to Get Random Samples of a Given Distribution? (1)

» Assume that X ~ exp(1l), i.e., fx(x) = e and Fx(x) =1— e *. How to make a
programming code that gives random samples following the distribution X7
» Theorem.Probability Integral Theorem. Let X be a continuous rv with a strictly

monotonic CDF F(-). Then, if we define a new rv U as U % F(X), then U

follows the uniform distribution over [0, 1].

» Proof. Will show that Fy(u) = u, which is the CDF of a standard uniform rv.
Fu(u) = P(U < u) = P(F(X) < u) @ P(X < F(u)) = F(F Y (1)) = u,

where (x) is due to the strict monotonicity of F(-).
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How to Get Random Samples of a Given Distribution? (2)

Pseudo Code of getting a random sample with the distribution F(-).

Step 1. Get a random sample u over [0, 1] (most of software packages include this
capability of generating a random number generation)

Step 2. Get a value x = F~1(u).
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Change-of-Variables Technique: Univariate

» Chain rule of calculus: /f(g(x))g’(x)dx = / f(u)du, where u = g(x).

» Consider a rv X € [a, b] and an invertible, strictly increasing function U.
. ')
Fy(y) =P(Y <y) =P(UX) <) ZP(X < U(y)) =/ fix (x)dx

U*I(y) y
frly) = jy / X)dx = - / U (y))UY (y)dy

— (U (y)) ddyu i(y)

P Including the case when U is strictly decreasing,

f () = B (UL0)) - \jyu—l(y)'
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Change-of-Variables Technique: Multivariate

» Theorem.Let fx(x) is the pdf of multivariate continuous random vector X. If
Y = U(X) is differentiable and invertible, the pdf of Y is given as:

d
det (—U!
) (dy M)‘
» Example.For a bivariate rv X with its pdf

a
X1 _ 1 1 X1 X1 . o i b
f( <X2>) = 5-exp < 5 <x2> <x2>> , consider Y = AX, where A = <c d

Then, we have the following pdf of Y:

fly) = &(UH(y)) -

1

1
F(y) = 5 exp <—2yT(A‘1)TA‘1y> lad — be|

(© Dr. Mohammed Alnemari
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Quick Recap: Gaussians and Beyond

|
What we just learned:

» Gaussian = the most important distribution in ML (closed under marginals,
conditionals, products, linear transforms)

» Covariance matrix captures feature correlations; links to PCA (Lecture 4!)

» Conjugate priors make Bayesian inference tractable (posterior = same family as
prior)

» Exponential family unifies many distributions under one framework

» Change of variables transforms simple distributions into complex ones (basis of
generative models)
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Probability Concepts at a Glance

Concept Discrete Continuous
Distribution PMF: px(x) PDF: fx(x)
Cumulative D k< Px(K) 7 () dt
Joint px.v(x,y) fx,v(x,y)
Marginal Ey px.y(x,y) [, v(x,y)dy
Conditional px|y(xly) = %((yx)’y) iy (xly) = fx;,:((;)’”
Bayes Py (xly) = PO | oy (xly) = 2R

Pattern: Sums become integrals, PMFs become PDFs — the logic stays the same!

(© Dr. Mohammed Alnemari
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Common Mistakes to Avoid

(1) Confusing PDF value with probability
fx(x) can be > 1! Only [ fx(x) dx over an interval gives a probability.

(2) Forgetting P(X = a) = 0 for continuous X
Use intervals: P(a < X < b) f fx(x) dx.

(3) Assuming uncorrelated = independent
Cov(X, Y) =0 does not imply X 1L Y. Independence is stronger.

(4) Wrong direction in Bayes’ rule
P(A | B) # P(B | A) in general. Don’t swap them!

(5) Sign error in variance of sums
Var(X + Y) = Var(X) + Var(Y) + 2 Cov(X, Y), not minus.
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Key Takeaways

(1) Probability space (€2,.4,P(+)) is the foundation of all ML reasoning

(2) Random variables map outcomes to numbers; described by PMF (discrete) or
PDF (continuous)

(3) Bayes' rule connects prior knowledge + data — updated belief (posterior)

(4) Independence simplifies joint distributions; conditional independence is key in
graphical models

(5) Gaussian distribution is central to ML: closed under marginals, conditionals,
products, and linear transforms

(6) Concept Chain:

Probability Space — RVs — Distributions — Bayes — Gaussian — Inference
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Questions?
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Review Questions (1/10): Probability Space

Question.State the two elements of a probabilistic model in the slides, and write the
probability space triple.

(a) Identify the sample space and the probability law.

(b) Write the probability space notation (£2,.4,P(-)).

(c) List the slide criteria for choosing Q: mutually exclusive, collectively exhaustive,
and right granularity.
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Review Questions (2/10): Sample Space Granularity

Question.Classify the following sample spaces as valid/invalid and justify using the
slide criteria.

(a) Toss a coin: Q ={H, T,HT}.

(b) Toss a coin: Q = {H}.

(c) Toss a coin: Q= {H, T}.

(d) Toss a coin with weather: Q = {(H,R),(T,R),(H,NR),(T,NR)}.
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Review Questions (3/10): Events and Probability Law

Question.Explain how the probability law is assigned to events (subsets), not
necessarily to single outcomes.

(a) Define an event A C Q2 and the event space A.
(b) Roll a die: write the event of odd outcomes and express P({1,3,5}).

(c) Briefly explain why asking P((0.5,0.5)) in a continuous plane experiment is not
meaningful in the slide framework.
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Review Questions (4/10): Random Variable and Inverse Image

Question.Use the slide definition of a random variable X : Q — R.

(a) Write the slide identity:
P(X € S) = P(X1(S)) =P({w € Q: X(w) € S}).

(b) Interpret X~1(S) (inverse image) in words.
(c) For a fixed x, interpret the event {w € Q | X(w) = x}.
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Review Questions (5/10): Conditional Probability

Question.Conditional probability is defined in the slides as a new probability law.
(a) State the definition:

PAIB)E L5 P(B)>0

(b) Explain why the slides emphasize it is a definition (not a theorem).
(c) If AN C =1, derive

P(AUC | B)=P(A| B) + P(C | B).
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Review Questions (6/10): Discrete PMFs

Question.For each distribution listed in the slides, state what it models and its PMF.

a) Bernoulli(p): px(1) = p, px(0) =1 — p. Why is I{A} useful?

Eb; Discrete Uniform on {a,a+1,...,b}: px(i) =
(c) Binomial(n, p): px(k) = (Z)pk(l —p)nk.
(d)
(e)

_1
b—a+1"

d) Poisson(\): pX(k):e_)‘%.

e) Geometric(p): px(k) = (1 — p)<1p.
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Review Questions (7/10): Joint, Marginal, Conditional (Discrete)

Question.Use the slide definitions of px y, marginals, and conditional PMF.

(a) Define the joint PMF:
px.y (X, y) = P({X = x} N{Y = y}).

(b) Write the marginals: px(x) = >, px,v(x,¥), py(y) = 2. Px,v(x, ).
(c) Define the conditional PMF and prove > px|y(x | y) = 1 when py(y) > 0.

(© Dr. Mohammed Alnemari 97 / 110



Review Questions (8/10): Continuous PDF and CDF

Question.Translate the discrete concepts to the continuous setting as in the slides.

(a) State the continuous RV definition via a PDF:

P(X € B) = /B e (x) dx.

(b) Define the CDF and write the discrete vs continuous forms:

k discret
Fx(x) =P(X < x) = Zxkgx px(k), |scr.e e
f_oo fx(t) dt, continuous

(c) Explain (from the slides) why P(X = a) = 0 for continuous X.
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Review Questions (9/10): Sum Rule, Product Rule, Bayes

Question.Write the sum rule, product rule, and Bayes rule in both discrete and
continuous forms as shown.

(a) Sum rule (marginalization):
= pxy(xy) or fx(X)Z/fx,Y(X7Y)dY-
y

(b) Product rule:

px,y(x,y) = px(x)pyx(y | x) or fx y(x,y) = fx(x)fy;x(y | x).
(c) Bayes rule:

PY|xy\X)

PX|Y(X ly) = PX(X)PY|x(y | x) ZPX

py(y) ’

v (x| y) = (X)fy'(xgy ) ) = / B )y | X) o'
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Change of Variables |

Question.Answer each part using only formulas stated in the slides.

(a) Write the multivariate Gaussian pdf for X ~ N (p, X).

(b) State the slide formulas for Gaussian marginal and conditional mean/covariance in
the block-partitioned case.
(c) Define conjugate prior and list three likelihood—prior pairs from the slide table.

(d) State the exponential family form
px(x; 8) = h(x)exp ((6, T(x)) — A(6)),

and name A(6).
(e) State the univariate change-of-variables formula:

) = B(U-L(y)) ];’yu—%y)' |
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Theory Connection (1): Probability as the Language of ML

» Machine Learning models uncertainty using the probability space:
(Q,A,P)

> |n ML:

» Q: all possible datasets / inputs
» Random variables: features, labels, pixels, signals
» Events: classification outcomes

» Learning = estimating an unknown distribution:
p(y[x)

» In Computer Vision:

» Pixel intensities — random variables
> Image x € RP is a realization of a high-dimensional stochastic process

» In Deep Learning:

Model ~ py(y|x)
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Theory Connection (2): Random Variables in Vision and DL

» Images are modeled as random vectors:
X = (Xla"'7XD)
» In Computer Vision:

> X; = pixel intensity
» Joint distribution captures spatial structure:

p(X1,...,Xp)
» In classification:
Y = class label
» Learning task:
Estimate p(Y|X)
» Deep networks approximate:
fo(x) = P(Y|X = x)

» Softmax outputs = probabilities over discrete labels.
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Theory Connection (3): Bayes' Rule and Learning

» Central identity in ML:
p(x.y) = p(y[x)p(x)
» Bayesian decision theory:

p(x|y)p(y)
p(x)

» In Computer Vision:

p(ylx) =

» Object recognition:
arg max p(y|x)
y
» Equivalent to maximizing likelihood:
arg max p(x|y)p(y)

» In Deep Learning:
P Cross-entropy loss estimates:

— log pa(y|x)
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Theory Connection (4): Gaussian Models in Vision

» Multivariate Gaussian:
X ~N(p,X)

» In Computer Vision:

» Pixel noise ~ Gaussian
» Feature distributions often modeled as Gaussian

> In ML:
P Linear regression assumes:
y=wlx+e €e~N(00?)
P |eads to least-squares objective
» In Deep Learning:
» Weight initialization:
Wj ~ N(0,0%)

» Latent variable models:
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Theory Connection (5): Exponential Family and Modern DL

» Many ML models belong to the exponential family:
p(x; 6) = h(x) exp (0. T(x)) — A(6)

» Examples in ML:

» Bernoulli — logistic regression
» Categorical — softmax classifiers
» Gaussian — regression models

» Deep Learning interpretation:

» Final layer defines a likelihood model
» Training minimizes negative log-likelihood

> Vision models:

> Pixel likelihood modeling
> Generative models learn p(x)

» Fundamental view:
Learning = probabilistic inference in high dimensions
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PhD View (1): Learning as Density Estimation

v

Learning = estimating probability distributions.
» Maximum likelihood:
N
0 =arg mgé'XH po(yilxi)
i=1
» Equivalent minimization:
N
min — > _ log py (yilx;)

i=1

> In CV:
» Images sampled from unknown distribution:

X ™~ Pdata (X)
» Deep networks approximate:
po(y|x) = p(ylx)
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PhD View (2): High-Dimensional Probability

v

Images lie in high dimension:

xeRP, D>1

v

Joint distribution:

P(xts .. %)

v

Curse of dimensionality:
» Density estimation becomes difficult

» Key assumption in DL:
» Data lies on a low-dim manifold

x e M cRP

» Generative models learn:
po(x)
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PhD View (3): Bayesian Geometry of Learning

» Bayesian inference:
p(0]D) o p(DI0)p(0)

» Components:
» Prior p(0)
» Likelihood p(D|9)
» Posterior p(0|D)
> Standard DL:

0 =arg m;xp(D\@)

» Bayesian DL studies full posterior:

p(0|D)

» Multiple solutions = multimodal geometry.
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PhD View (4): Gaussian Geometry in Representation Learning

»  Gaussian model:
X~ N(wX)

» Covariance:

» Encodes feature correlations
» Defines ellipsoidal geometry

> In CV:
» PCA and feature compression

» Conditional Gaussian:
E[X|Y] = px + ZxyZyy (Y — py)

» Basis for linear estimation in ML.
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PhD View (5): Change of Variables in Generative DL

» Density transformation:

F () = H(U1()) ]di’ylrl(y)\

()
Oy

» High-dim form:

py(y) = px(x)

» Generative idea:

» Sample:
z~N(0,1)
» Transform:
x = gp(2)

» Used in:
» Flows, VAEs, diffusion models
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